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1541 /*

1542 * "Cear" the contents of this dbuf. This will mark the dbuf

1543 * EVICTING and clear *nost* of its references. Unfortunately,

1544 * when we are not holding the dn_dbufs_ntx, we can't clear the

1545 * entry in the dn_dbufs list. W have to wait until dbuf destroy()

1546 * in this case. For callers fromthe DMU we will usually’s

1547 * dbuf _cl ear () ->arc_buf _evi ct ()->dbuf_do_evi ct () - >dbuf destroy()

1548 * For the arc callback, we will usually see:

1549 = dbuf _do_evi ct ()- >dbuf _cl ear () ; douf _destroy()

1550 * Sonetines, though, we will get a mix of these two:

1551 * DM dbuf _cl ear ()->arc_buf _evict()

1552 * ARC:. dbuf _do_evi ct () - >dbuf _dest roy()

1553 */

1554 voi d

1555 dbuf _cl ear (drmu_buf _i npl _t *db)

1556 {

1557 dnode_t *dn;

1558 dmu_buf _i npl _t *parent = db->db_parent;

1559 dmu_buf _i npl _t *dndb;

1560 i nt dbuf _gone = FALSE

1562 ASSERT( MUTEX_HELI( &db- >db_nt x) ) ;

1563 ASSERT(r ef count _i s_zer o( &b- >db_hol ds)) ;

1565 dbuf _evi ct _user (db);

1567 if (db->db_state == DB_CACHED) {

1568 ASSERT( db- >db. db_i data !'= NULL);

1569 if (db->db_blkid == DMJ_BONUS_BLKI D) {

1570 zi o_buf _free(db->db. db_data, DN _MAX_BONUSLEN);

1571 arc_space_r et ur n( DN_MAX_BONUSLEN, ARC_SPACE OTHER)
1572 }

1573 db->db. db_data = NULL

1574 db- >db_state = DB_UNCACHED,

1575 }

1577 ASSERT(db->db_state == DB_UNCACHED || db->db_state == DB_NOFI LL)

1578 ASSERT( db- >db_dat a pendlng == NULL);

1580 db->db_state = DB_EVI CTI NG

1581 db->db_bl kptr = NULL;

1583 DB_DNODE_ENTER( db) ;

1584 dn" = DB_DNODE(db);

1585 dndb = dn->dn_dbuf;

1586 if (db->db_blkid = DMJ_BONUS_BLKI D && MUTEX_HELD( &ln- >dn_dbufs_ntx)) {
1587 l'i st_renmove(&dn->dn_dbufs, db);

1588 atom c_dec_32(&dn->dn dbuf s_count)

1588 (voi d) "atonmi c_dec_32_nv(&dn->dn_dbufs_count);

1589 menbar _producer () ;

1590 DB_DNODE_EXI T(db) ;

1591 /*

1592 * Decrenenting the dbuf count neans that the hold corresponding
1593 * to the renoved dbuf is no | onger discounted in dnode_nove(),
1594 * so the dnode cannot be noved until after we release the hol d.
1595 * The nenbar _producer () ensures visibility of the decrenented
1596 * val ue in dnode_nove(), since DB_DNODE EXI T doesn’t actually
1597 * rel ease any | ock.

1598 */
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1599
1600
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1606

1608
1609

1611
1612
1613
1614
1615
1616
1617 }

dnode_rel e(dn, db);
db->db_dnode_handl e = NULL;
} else {
) DB_DNODE_EXI T(db) ;

if (db->db_buf)
dbuf _gone = arc_buf _evict (db->db_buf);

if (!dbuf_gone)
mut ex_exi t (&b->db_nt x) ;

/*
* |If this dbuf
* decrenent the ref count on the indirect
*
/
if (parent && parent != dndb)
dbuf _rel e(parent, db);

is referenced froman indirect dbuf,
dbuf .

__unchanged_portion_onitted_

1794 static void

1795 dbuf _dest roy(dmu_buf

1796 {
1797
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_inpl _t *db)
_is_zero(&db->db_hol ds));

if (db->db_blkid != DMJ BONUS BLKI D) {
/ *

ASSERT( r ef count

* |f this dbuf is still on the dn_dbufs Iist,
* renove it fromthat Iist.
*
/
if (db->db_dnode_handle !'= NULL) {

dnode_t *dn;

DB_DNODE_ENTER( db) ;
dn = DB_DNODE(db);
nut ex_ent er ( &n- >dn _dbufs_ntx);
list_renove(&dn->dn_dbufs, db);
at om c_dec_32( &dn- >dn_dbuf s_count);
(void) atom c_dec_32_nv(&dn->dn_dbufs_count);
nmut ex_exi t (&dn- >dn_dbufs_nt x) ;
DB_DNCDE_EXI T(db) ;
/*
* Decrenenting the dbuf count neans that the hold
* corresponding to the renoved dbuf is no |onger
* di scounted in dnode_nove(), so the dnode cannot be
* moved until after we rel ease the hold.
*/
dnode_rel e(dn, db);
db- >db_dnode_handl e = NULL;

}
dbuf _hash_r enove(db);

}
db->db_parent = NULL;
db->db_buf = NULL;

ASSERT(!list_link_active(&b->db_link));
ASSERT( db- >db. db_data == NULL);
ASSERT( db- >db_hash_next == I\ULL)'
ASSERT( db- >db_bl kptr == NULL)
ASSERT( db- >db_dat a_pendi ng == NULL);

kmem cache_f ree(dbuf _cache, db);

arc_space_return(sizeof (dmu_buf_inpl_t), ARC _SPACE _OTHER);

__unchanged_portion_onitted_
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2056 /*
2057 * dbuf

_rele() for an already-1locked dbuf. This is necessary to allow

2058 * db_dirtycnt and db_holds to be updated atomically.

2059 */
2060 void

2061 dbuf _rel e_and_unl ock(dmu_buf _i npl _t *db, void *tag)

2062 {
2063

2065
2066

2068
2069
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2071
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int64_t hol ds;

ASSERT( MUTEX_HELD( &db- >db_nt x) ) ;
DBUF_VER! FY( db)

/*

* Renove the reference to the dbuf before renmpbving its hold on the
* dnode so we can guarantee in dnode_nove() that a referenced bonus
* buffer has a correspondi ng dnode hol d.

*/

hol ds = refcount _renmpve(&db->db_hol ds, tag);
ASSERT( hol ds >= 0);

/*

* W can't freeze indirects if there is a possibility that they

* may be nodified in the current syncing context.

*

if (db->db_buf && holds == (db->db_level == 0 ? db->db_dirtycnt : 0))
arc_buf _freeze(db->db_buf);

if (hol ds == db->db_dirtycnt &&
db- >db level == 0 && db->db_i nredi ate_evict)
dbuf _evi ct _user (db);

if (holds == 0) {
if (db->db_bl kid == DMJ_BONUS_BLKI D) {
mut ex eX|t(&db >db_nt x) ;

*

* |f the dnode npbves here, we cannot cross this barrier

* until the nove conpletes.

*/

DB_DNODE_ENTER( db) ;

atom c_dec _32(&DB_| DNODE(db) >dn_dbuf s_count);

(voi d) "atom c_dec_32_nv(&DB_DNCDE( db) - >dn dbuf s_count);

DB_DNODE_EXI T(db) T
*

* The bonus buffer’s dnode hold is no | onger discounted

* in dnode_nove(). The dnode cannot nove until after
* the dnode_rele().
*/

dnode_rel e(DB_ DNCDE(db) db) ;
} else |f (db >db_buf == NULL) {

* This is a special case: we never associated this
* dbuf with any data allocated fromthe ARC
*/
ASSERT( db- >db_st ate == DB_UNCACHED | |
db->db_state == DB_NOFI LL);
dbuf _evi ct (db);
} else if (arc_rel eased(db—>db7buf)) {
arc_buf _t *buf = db->db_buf;
/*
* This dbuf has anonynpus data associated with it.
*/
dbuf _set _data(db, NULL

)
VERI FY(arc buf _renove ref(buf db));
dbuf _evi ct (db);
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2147 }
__unchanged_portion_omtted_

} else {
VERI FY(! ar c_buf _renove_ref (db->db_buf, db));

/
Adbuf will be eligible for eviction if either the
"primarycache’ property is set or a duplicate
copy of this buffer is already cached in the arc.

In the case of the 'primarycache’ a buffer
is considered for eviction if it matches the
criteria set in the property.

*
*
*
*
*
*
*
*
*
* To decide if our buffer is considered a
* duplicate, we nust call into the arc to determ ne
* if nultiple buffers are referencing the sanme
* block on-disk. If so, then we sinply evict
* oursel ves.
*/
f (! DBUF_I S CACHEABLE(db) |

ar c_buf _evi cti on_needed(db->db_buf))

dbuf _cl ear (db);

mut ex_exi t (&db->db_nt x) ;

el se

} else {
mut ex_exi t (&db->db_nt x) ;
}
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261 /*

262 * returns ENCENT, EIQ or O.

263 */

264 int

265 ?nu_bonus_hol d(objset_t *os, uint64_t object, void *tag, dmu_buf_t **dbp)
266

267 dnode_t *dn;

268 dnu_buf _i npl _t *db;

269 int error;

271 error = dnode_hol d(os, object, FTAG &dn);

272 if (error)

273 return (error);

275 rw_enter (&dn->dn_struct_rw ock, RW READER);

276 i f(dn->dn_bonus == NULL)

277 rw_exit (&n->dn_struct _rw ock);

278 rw_ent er (&n->dn_struct _rw ock, RWWRI TER);

279 i f (dn->dn_bonus == NULL)

280 dbuf _creat e_bonus(dn);

281 }

282 db = dn->dn_bonus;

284 /* as long as the bonus buf is held, the dnode will be held */
285 if (refcount_add(&db->db_holds, tag) == 1) {

286 VER!I FY(dnode_ add_ ref(dn ;

287 atom c_inc 32(&dn >dn_dbuf s count)

287 (voi d) atom c_inc_32 nv(&dn- >dn_dbuf s_count);

288 1

290 I

291 * Wit to drop dn_struct_rw ock until after adding the bonus dbuf’s
292 * hold and increnenting the dbuf count to ensure that dnode_nove() sees
293 * a dnode hold for every dbuf.

294 */

295 rw_exit(&dn->dn_struct_rw ock);

297 dnode_rel e(dn, FTAQ;

299 VERI FY(0 == dbuf_read(db, NULL, DB_RF_MJST_SUCCEED | DB_RF_NOPREFETCH));
301 *dbp = &db->db;

302 return (0);

303 }

__unchanged_portion_onitted_
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1/*

2 * CDDL HEADER START

3 *

4 * The contents of this file are subject to the terms of the

5 * Common Devel opnent and Distribution License (the "License").

6 * You may not use this file except in conpliance with the License.

7 *

8 * You can obtain a copy of the license at usr/src/ OPENSOLARI S. LI CENSE

9 * or http://ww. opensol aris.org/os/licensing.

10 * See the License for the specific |anguage governi ng perm ssions

11 * and limtations under the License.

12 =

13 * When distributing Covered Code, include this CDDL HEADER in each

14 * file and include the License file at usr/src/ OPENSOLARI S. LI CENSE.

15 * |f applicable, add the follow ng below this CODL HEADER, wth the

16 * fields enclosed by brackets "[]" replaced with your own identifying

17 * information: Portions Copyright [yyyy]l [nane of copyright owner]

18 *

19 * CDDL HEADER END

20 */

21 /*

22 * Copyright (c) 2004, 2010, Oracle and/or its affiliates. Al rights reserved.
*

25 #include <sys/types. h>

26 #include <sys/systm h>

27 #include <sys/stream h>

28 #include <sys/cm_err. h>
29 #include <sys/ddi.h>

30 #include <sys/sunddi . h>

31 #include <sys/kmem h>

32 #include <sys/socket.h>

33 #include <sys/sysmacros. h>
34 #include <sys/list.h>

36 #include <netinet/in.h>
37 #include <netinet/ip6.h>
38 #include <netinet/sctp.h>

40 #i ncl ude <inet/common. h>

41 #include <inet/ip.h>

42 #include <inet/ip6.h>

43 #include <inet/ip_ire.h>

44 #include <inet/ip_if.h>

45 #include <inet/ipclassifier.h>
46 #include <inet/sctp_ip.h>

47 #include "sctp_inpl.h"

48 #include "sctp_addr. h"

50 static void sctp_ipif_inactive(sctp_ipif_t *);

51 static sctp_ipif_t *sctp_| ookup_i pi f_addr (i n6_addr _t *, bool ean_t,

52 zoneid_t, boolean_t, uint_t, uint_t, boolean_t,
53 sctp_stack_t *);

54 static int sctp_get_all _ipifs(sctp_t *, int);

55 static int sctp_i pi f_hash_insert(sctp_t *, sctp_ipif_t *, int,
56 bool ean_t, bool ean_t);

57 static void sctp_ipif_| hash rem)ve(sctp t *, sctp_ipif_t *,

58 bool ean_t);

59 static void sctp_fix_ saddr(sctpt *, in6_addr_t *);

60 static int sctp_conpare_ipif_Iist(sctp_ipif_hash_t *,

61 sctp_i pi f_hash_t *);
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62 static int sctp_copy_ipi fs(sctp_ipif_hash_t *, sctp_t *, int);
64 #define SCTP_ADDR4_HASH(addr) \

65 (((addr) ~"((addr) >> 8) ~ ((addr) >> 16) ~ ((addr) >> 24)) & \
66 (SCTP_I PIF_HASH - 1))

68 #define SCTP_ADDR6_HASH(addr) \

69 (((addr).s6_addr 32[3] n \
70 (((addr).s6 addr32[ ] A (addr).s6_addr32[2]) >> 12)) & \
71 (SCTP_I PI F_HASH -

73 #define SCTP_I Pl F_ADDR HASH( addr, isve6) \
74 ((isve) ? SCTP_ADDR6_HASH( (addr)) : \
75 SCTP_ADDR4_HASH( (addr) . _S6_un. _S6 u32[3]))

77 #define SCTP_I Pl F_USABLE(sctp_ipif_state) \

78 ((sctp_ipif_state) == SCTP_IPIFS UP || \

79 (sctp_ipif_state) == SCTP_I PI FS_DOMWN)

81 #define SCTP_I PI F_DI SCARD(sctp_ipif_fl g \

82 ((sctp_ipif_flags) & (IPIF_PRIV TE | 1 PI F_DEPRECATED) )

84 #define SCTP IS | Pl F_LOOPBACK(i pif) \

85 ((ipif)->sctp_ipif_ill->sctp_ill_flags & PHYl _LOOPBACK)

87 #define SCTP_I S I Pl F_LI NKLOCAL(i pif) \

88 ((ipif)->sctp_ipif_isve && \

89 IN6_I' S ADDR LT NKLOCAL( &(i pi f)->sctp_i pi f_saddr))

91 #define SCTP_UNSUPP_AF(i pif, supp_af) \

92 ((!(rpif)->sctp_ipif_isve & ! ((supp_af) & PARM SUPP_V4)) || \
93 ((ipif)->sctp_ipif_isve & ! ((supp_af) & PARM SUPP_V6)))

95 #define SCTP_| Pl F_ZONE_MATCH(sctp, ipif) \
96 | PCL_ZONE_MATCH( (sct p) - >sct p_connp, (ipif)->sctp_ipif_zoneid)

98 #define SCTP_I LL_HASH FN(i ndex) ((index) % SCTP_I LL_HASH)

99 #define SCTP_I LL_TO PHYI NDEX(ill) ((ill)y->i Il _phyint->phyint_ifindex)
101 /*

102 * SCTP Interface list manipulation functions,
103 */

105 /*

| ocki ng used.

106 * Delete an SCTP IPIF fromthe list if the refcount goes to 0 and it is
107 * narked as condemmed. Al so, check if the ILL needs to go away.

108 */

109 static void

110 sctp_ipif_inactive(sctp_ipif_t *sctp_ipif)
{

112 sctp_ill_t *sctp_ill;

113 uint_t hi ndex;

114 ui nt _t il _index;

115 sctp_stack_t *sctps = sctp_ipif->sctp_ipif_ill->

116 sctp_ill_netstack->netstack_sctp;

118 rw_enter(&sctps->sctps_g_ill _I ock, RW READER);

119 rw_enter(&sctps->sctps_g_ipifs_| ock RW VRI TER)

121 hi ndex = SCTP_I| Pl F_ADDR_HASH(sct p_i pi f->sct p_i pi f _saddr,
122 sctp ipif->sctp_ipif_isve);

124 sctp_ill = sctp_ipif->sctp_ipif_ill;

125 ASSERT(sctp i1l 1= NULL);

126 ill_index = SCTP_ILL HASH | FN(sctp_ill->sctp_ill_index);
127 if (sctp_ipif->sctp_ipif_state != SCTP_IPIFS_ CONDEMNED |l
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128 sctp_ipif->sctp_ipif_refcnt !'=0) {
129 rw_exit(&sctps->sctps_g_i p fs_lock);
130 rw_exit(&sctps->sctps_g_ills_Tock);
131 return;
132 }
133 I'i st_renmove(&sct ps->sctps_g_ipi fs[hindex].sctp_ipif_list,
134 sctp_ipif);
135 sctps->sctps_g_i pi fs[hindex].ipif_count--;
136 sctps->sctps_g_i pi fs_count--;
137 rw_destroy(&sctp_ipif->sctp_ipif I ock);
138 kmem free(sctp_ipif, sizeof (sctp_ipif_t));
140 atomi c_dec_32(&sctp_ill->sctp_ill_ipifcnt);
140 (void) atom c_dec_32_nv(&sctp_ill->sctp_il I_| pifcnt);
141 if (rw_tryupgrade(&sctps->sctps_g_ill s_lock) '=0) {
142 rw_downgr ade( &sct ps->sctps_g_i pi fs_Il ock);
143 if (sctp_ill->sctp_ill_ipifcnt == 0 &&
144 sctp_ill->sctp_ill_state == SCTP_ILLS_CONDEMNED) {
145 I'ist rermve(&sct ps->sctps_g_ilIs[ill_index].
146 sctp_ill_list, (void *)sctp_ill);
147 sct ps- >sct ps_ g_l Ils[ill_index].ill_count--;
148 sctps->sctps_ills_count--;
149 kmem free(sctp_ill- sctp il _nane,
150 sctp_ill->sctp_ill_name_Tength);
151 kmem free(sctp_ill, S|ze0f (sctp_ill_t));
152 }
153
154 rw_exit(&sctps->sctps_g_ipifs_|lock);
155 rw_exit(&sctps->sctps_g_ills_lock);
156 }
__unchanged_portion_onitted_
829 /* nove ipif fromf_ill to t_ill */
830 void
831 sctp_move_ipif(ipif_t *ipif, ill_t *f_ill, ill_t *t_ill)
832 {
833 sctp_ill_t *fsctp_ill = NULL;
834 sctp_ill_t *tsctp_ill = NULL;
835 sctp_ipif_t *sctp_ipif;
836 uint_t hi ndex;
837 int i;
838 net stack_t *ns = ipif->ipif_ill->11_ipst->i ps_netstack;
839 sctp_stack_t *sctps = ns->netstack_sctp;
841 rw_enter(&sctps->sctps_g_ills_lock, RWREADER);
842 rw_enter(&sctps->sctps_g_ipifs_| ock RWREADER)
844 hi ndex SCTPILL HASH FN( SCTP_I LL_TO PHYI NDEX(f_ill));
845 fsctp_ |II = | i st_head(&sct ps->s ctps g_ills[hindex].sctp_ill_list);
846 for (i =0; i < sctps->sctps_g_ills[hindex].ill _count; i++) {
847 if (fsctp_ill->sctp_ill_index == SCTP_I LL_TO_PHYI NDEX(f_ill) &&
848 fsctp_ill->sctp_ill_isve == f_ill->i11_isv6) {
849 break;
850 }
851 fsctp_ill = list_next(
852 &sct ps- >sct ps_g_ills[hindex].sctp_ill_list, fsctp_ill);
853 1
855 hi ndex = SCTP_I LL_HASH_FN(SCTP_I LL_TO_PHYI NDEX(t_ill));
856 tsctp_i I | = |ist_head(&sctps->sctps g ills[hindex].sctp_ill_list);
857 for (i =0; i < sctps->sctps_g_ills[hindex].ill_count; i++) 1
858 if (tsctp_ill->sctp_ill_index == SCTP_I LL_TO_PHYI NDEX(t_ill) &&
859 tsctp_ill->sctp_ill_isve == t_ill->ill_isv6) {
860 break;
861 }
862 tsctp_ill = list_next(
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863 &sctps->sctps_g_ills[hindex].sctp_ill_list, tsctp_ill);
864 1

866 hi ndex = SCTP_| PI F_ADDR _HASH(i pi f - >i pi f _v6l cl _addr,

867 |p|f>|p|f|||—>||| _isv6);

868 sctp_l p| f = list_head(&sctps->sctps_g ipifs[hindex].sctp_ipif_list);
869 for (i = 0; i < sctps->sctps_g_ipifs[hindex].ipif_count; i++) {

870 if (sctp_ipif->sctp_ipif_id == ipif->ipif_seqid)

871 br eak;

872 sctp_ipif = list_next(

873 &sct ps- >sct ps_g_ipifs[hindex].sctp_ipif_list, sctp_ipif);
874 }

875 /* Shoul d be an ASSERT? */

876 if (fsctp_ill == NULL || tsctp_ill == NULL || sctp_ipif == NULL) {
877 1 pldbg(("sctp_nove_ipif: error noving ipif % from%p to %\n",
878 (void *)ipif, (void *)f_ill, (void *)t_ill));

879 rw_exit(&sctps->sctps_g_ipifs_| ock)

880 rw_exit(&sctps->sctps_g_ills_Tock);

881 return;

882 }

883 rw_enter(&sctp_ipif->sctp_ipif_| ock RW VRI TER) ;

884 ASSERT(sctp_ipif->sctp_ipif_ill fsctp ill);

885 sctp_ipif->sctp_ipif_ill = tsct p_| I [

886 rw_exit(&sctp_ipif->sctp_ipif_lock);

887 atom c_dec_32(& sctp_ill->sctp_ill_ipifcnt);

887 (void) atom c_dec_32_nv(& sctp_ill->sctp_i il _ipifent);

888 atom c_inc_32(& sctp_ill->sctp_ill _ipifcnt);

889 rw_exit(&sctps->sctps_g_ipifs_Ilock);

890 ) rw_exit(&sctps->sctps_g_ills_lock);

891

__unchanged_portion_onitted_

1001

994 /*
995 * Insert a new SCTP ipif using 'ipif'. v6addr is the address that existed
996 * prior to the current address in 'ipif’. Only when an existing address
997 * iIs changed on an IPIF, will v6addr be specified. If the IPIF already
998 * exists in the global SCTP ipif table, then we either renoved it, if
999 * it doesn't have any existing reference, or mark it condemmed ot herwi se.
1000 * If an address is being brought up (IPIF_UP), then we need to scan

*

*

the SCTP list to check if there is any SCTP that points to the *sane*

1002 address on a different SCTP ipif and update in that case.

1003 */

1004 void

1005 sctp_update_ipif_addr(ipif_t *ipif, in6_addr_t v6addr)

1006 {

1007 ill_t *ill = ipif->ipif_ill;

1008 int i

1009 sctp_ill_t *sct p_ill;

1010 sctp_ill_t *osctp_ill;

1011 sctp_ipif_t *sctp_ipif = NULL;

1012 sctp_ipif_t *osctp_ipif = NULL;

1013 uint_t ill _index;

1014 int hi ndex;

1015 sctp_stack_t *sct ps;

1017 sctps = ipif->ipif_ill->i1l_ipst->i ps_netstack->netstack_sctp;
1019 /* Index for new address */

1020 hi ndex = SCTP_| PI F_ADDR HASH(i pi f->i pi f_v6lcl _addr, ill->ill_isv6);
1022 I*

1023 * The address on this IPIF is changing, we need to | ook for
1024 * this old address and mark it condemmed, before creating
1025 * one for the new address.

1026 */

1027 osctp_ipif = sctp_l ookup_i pi f_addr (&6addr, B_FALSE,
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1028 i pif->ipif_zoneid, B TRUE, SCTP_ILL_TO PHYI NDEX(ill),
1029 ipif->ipif_seqid, B_FALSE, sctps); 1095 list_remove(ipif_list, (void *)osctp_ipif);
1096 sctps->sctps_g_i pi f s[ ohi ndex] .1 pi f_count--;
1031 rw_enter(&sctps->sctps_g_ills_|lock, RWREADER); 1097 sctps->sctps_g_i pifs_count--;
1032 rw_enter (&sctps->sctps_g_ipifs_| ock RW VR TER) 1098 rw_destroy(&osctp_ipif->sctp_ipif_lock)
1099 knem free(osctp_ipif, sizeof (sctp_ipif_t));
1034 i1l _index = SCTP_I LL_HASH FN( SCTP_I LL_TO PHYI NDEX(ill)); 1100 atom c_dec_32(&osctp ill->sctp ill ipifent):
1035 sctp_il I = list_head(&sctps->sctps_g_ills[ill_index].sctp_ill_list); 1100 (voi d) atom c_dec_32_nv(&osctp_ill->sctp_ill_ipifcnt);
1036 for (i =0; i < sctps->sctps_g_ills[ill_index].ill_count; i++) { 1101 }
1037 if (sctp_ill->sctp_iTl_index == SCTP_ILL TOPHYINDEX(lII) && 1102 }
1038 sctp_ill->sctp_ill_isv6 == ill->I11_isv6) {
1039 br eak; 1104 sctp_ipif = kmem zal | oc(sizeof (sctp_ipif_t), KM NOSLEEP);
1040 } 1105 /* Try again? */
1041 sctp_ill = list_next( 1106 if (sctp_ipif == NULL) {
1042 &sctps->sctps_g_ills[ill_index].sctp_ill_list, sctp_ill); 1107 crm_err (CE_WARN, "sctp_update_i p| f_addr: error adding "
1043 } 1108 "IPIF % to SCTP's IPIF Iist", (void *)ipif);
1109 rw_exit(&sctps- >sctpsg|p|fs | oc )
1045 if (sctp_ill == NULL) { 1110 rw_exit(&sctps->sctps_g_ills_lock);
1046 i pldbg(("sctp_update_ipif_addr: ill not found ..\n")); 1111 return;
1047 rw_exit(&sctps->sctps_g_ipifs_|ock); 1112 }
1048 rw_exit(&sctps->sctps_g_ills_lock); 1113 sctps->sctps_g_i pi fs_count ++,
1049 return; 1114 rw_init(&ctp_ipif- >sctp_ipi f_I ock, NULL, RWDEFAULT, NULL);
1050 } 1115 sctp_ipi f->sctp_ipi f saddr = ipif->ipif_ v6l cl _addr;
1116 sctp_ipif->sctp_ipif Zill o= sctp_ill;
1052 if (osctp_ipif !'= NULL) { 1117 sctp_ipif->sctp_ipif “isve = ill->ill_isve;
1118 sctp_ipif->sctp_ipif “zoneid = ipif->pif_zoneid,
1054 /* The address is the sane? */ 1119 sctp_ipif->sctp_ipif_id = ipif->ipif_seqid,
1055 if (1N6_ARE_ADDR EQUAL( & pif->ipif v6| cl _addr, &v6addr)) { 1120 if (ipif->ipif_flags & | PIF_UP)
1056 “bool ean_t chk_n_updt = B_FALSE; 1121 | sctp_ipif->sctp_ipif_state = SCTP_I PI FS_UP;
1122 el se
1058 rw_downgr ade( &sct ps->sctps_g_i pi fs_I ock); 1123 sctp_ipif->sctp_ipif_state = SCTP_I Pl FS_DOWN,
1059 rw_enter (&sctp_ipif->sctp_ipif_lock, RWWRI TER); 1124 sctp_ipif->sctp_ipif_flags = ipif->ipif_flags;
1060 if (ipif->ipif_flags & IPIF_UP && 1125 /*
1061 osctp_ipif->sctp_ipif_state !'= SCTP_IPIFS_UP) { 1126 * W add it to the head so that it is quicker to find good/recent
1062 osctp_ipif->sctp_ipif_state = SCTP_I Pl FS_UP; 1127 * additions.
1063 chk_n_updt = B TRUE; 1128 */
1064 } else { 1129 list_insert_head(&sctps->sctps_g_ipifs[hindex].sctp_ipif_list,
1065 osctp_ipif->sctp_ipif_state = SCTP_| PI FS_DOW; 1130 (void *)sctp_ipif);
1066 } 1131 sct ps->sctps_g_i pi fs[ hindex].ipif_count++;
1067 osctp_ipif->sctp_ipif_flags = ipif->ipif_flags; 1132 atom c_inc_32(&sctp_ill->sctp_ill_ipifcnt);
1068 rw exit(&osctp_ipif->sctp_ipif_|lock); 1133 if (sctp_ipif->sctp_ipif_state == SCTP_I PI FS_UP)
1069 if (chk_n_updt) { 1134 sct p_chk_and_updt _saddr (hi ndex, sctp_ipif, sctps);
1070 sct p_chk_and_updt _saddr ( hi ndex, osctp_ipif, 1135 rw_exit(&sctps->sctps_g_ipifs_|ock);
1071 sctps); 1136 rw_exit(&sctps->sctps_g_ills_lock);
1072 } 1137 }
1073 rw_exit(&sctps->sctps_g_ipifs_|ock);
1074 rw_exit(&sctps->sctps_g_ills_lock); 1139 /* Insert, Renove, Mark up or Mark down the ipif */
1075 return; 1140 void
1076 } 1141 sctp_update_ipif(ipif_t *ipif, int op)
1077 /* 1142 {
1078 * W are effectively renpving this address fromthe ILL. 1143 ill_t *ill = ipif->ipif_ill;
1079 */ 1144 int i;
1080 if (osctp_ipif->sctp_ipif_refcnt = 0) { 1145 sctp_ill_t *sctp_ill;
1081 osctp_ipif->sctp_ipif_state = SCTP_| PI FS_CONDEMN\ED; 1146 sctp_ipif_t *sctp_ipif;
1082 } else { 1147 ui nt _t il _index;
1083 list_t *ipif_list; 1148 uint_t hi ndex;
1084 int ohi ndex; 1149 net st ack_t *ns = ipif->ipif_ill->11_ipst->ips_netstack;
1150 sctp_stack_t *sctps = ns->netstack_sctp;
1086 osctp_ill = osctp_ipif->sctp_ipif_ill;
1087 /* hash index for the old one */ 1152 i p2dbg(("sctp_update_ipif: % %l\n", ill->ill_nane, ipif->ipif_seqid));
1088 ohi ndex = SCTP_I PI F_ADDR_HASH(
1089 osctp_i pi f->sctp_ipif_saddr, 1154 rw_enter(&sctps->sctps_g_ills_lock, RWREADER);
1090 osctp_ipif->sctp_ipif_isve); 1155 rw_enter(&sctps->sctps_g_ipifs_| ock RW VR TER)
1092 ipif list = 1157 II_i ndex = SCTP_| LL_HASH FN(SCTP ILL TO PHYI NDEX(i 11));
1093 &sct ps->sctps_g_i pi fs[ohindex].sctp_ipif_list; 1158 tp_ill = list_head(&sctps->sctps_g ills[ill_index].sctp_ill_list);




new usr/src/uts/comon/inet/sctp/sctp_addr.c

1159 for (i =0; i < sctps->sctps_g_ills[ill_index].ill_count;

1160 if (sctp_ill->sctp_ill_index == SCTP_ILL_ _TO _PHYI NDEX(| 1) &&
1161 sctp_ill->sctp_ill_isv6 == ill->I11_isv6) {

1162 br eak;

1163 }

1164 sctp_ill = list_next(

1165 &sctps->sctps_g_ills[ill_index].sctp_ill_list,
1166 }

1167 if (sctp_ill == NULL) {

1168 rw_exit(&sctps->sctps_g_i p _lock);

1169 rw_exit(&ctps->sctps_g_ill ock) ;

1170 return;

1171 }

1173 hi ndex = SCTP_I PI F_ADDR HASH(i pi f - >i pi f_v6l cl _addr

1174 |p|f >|p|f _ill->i11_isve);

1175 sctp_li p| f = list_head(&sctps->sctps_g_ipifs[hindex].sctp_ipif
1176 for (i =0; i < sctps->sctps_g_| |p|fs[h| ndex].ipif_count; i++) 7
1177 if (sctp_ipif->sctp_ipif_id == ipif->ipif_seqi d) {
1178 ASSERT( | N6_ARE ADDR . EQUAL( &sct p_i pi f->sctp_i pi f_saddr,
1179 & pi f->i pi f_v6lcl _addr));

1180 br eak;

1181 }

1182 sctp_ipif = list_next(

1183 &sct ps->sctps_g_i pi fs[hindex].sctp_ipif_list,
1184 sctp_ipif);

1185 }

1186 if (sctp_ipif == NULL) {

1187 |p1dbg(("sctp update_ipif: null sctp_ipif for %\ n"
1188 rw_exit(&sctps->sctps_g_| |p ifs_lock);

1189 rw_exit(&sctps->sctps_g_ills_Tock);

1190 return;

1191 }

1192 ASSERT(sctp_ill == sctp_ipif->sctp_ipif_ill);

1193 switch (op)

1194 case SCTP_I Pl F_REMOVE:

1195 {

1196 list_t *ipif_list

1197 list_t *ill_list;

1199 ill_list = &sctps->sctps_g_ills[ill _| ndex] . sctp_ill
1200 ipif_list = &ctps->sctps_g_ipifs[hindex].sctp_ipif_
1201 if (sctp_ipif->sctp_ipif_refcnt != 0)

1202 sctp_ipif->sctp ipif_state = SCTP_|I Pl FS_CONDEMNED,
1203 rw_exit(&sctps->sctps_g_ipifs_|ock);

1204 rw_exit(&sctps->sctps_g_ills_Tock);

1205 return;

1206 }

1207 list_remove(ipif_list, (void *)sctp_ipif);

1208 sctps->sctps_g_i pi fs[hindex].ipif_count--;

1209 sctps->sctps_g_ipi fs_count--;

1210 rw_destroy(&sctp_ipif->sctp_ipif_lock);

1211 kmem free(sctp_i pif, sizeof (sctp_ipi f_t)),

1212 atom c_dec_32(&sctp_ill->sctp_ill_ipifcnt);

1212 (void) atom c_dec_32_nv(&sctp_ill->sctp_ill_ipifcnt);
1213 if (rw_tryupgrade(&sctps->sctps_g_ills_lock) != 0)
1214 rw_downgr ade( &sct ps- >sctps_g_i pi fs_| ock);
1215 if (sctp_ill->sctp_ill |p|fcnt =0 &&

1216 sctp_ill->sctp_ill _state == SCTP_| LLS CO\IDEI\/NED) {
1217 list_remove(ill _list, (v0|d*)sctp|I
1218 sctps->sctps_ills_count--;

1219 sctps->sctps_g_ilIs[ill_index].ill_
1220 kmem free(sctp_ill->sctp_ill_nane,
1221 sctp_ill->sctp_ill_nane_I ength);
1222 kmem free(sctp_ill, sizeof (sctp_ill_

1223 }
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1224 }
1225 br eak;
1226 }
1228 case SCTP_I PI F_UP:
1230 rw_downgr ade( &sct ps->sctps_g_i pi fs_I ock);
1231 rw_enter(&sctp_ipif->sctp_ipif_lock, RWWRITER);
1232 sctp_ipif->sctp_ipif_: state = SCTP_I Pl FS UP;
1233 sctp_ipif->sctp_ipif_flags = ipif->ipif_flags;
1234 rw_exit(&sctp_ipif->sctp_ipif_Iock);
1235 sct p_chk_and_updt _saddr (hi ndex, sctp_ipif,
1236 ipif->ipif_ill->ill_ipst->ips_netst ack- >net st ack _sctp);
1238 br eak;
1240 case SCTP_| PI F_UPDATE:
1242 rw_downgr ade( &sct ps->sctps_g_i pi fs_I ock);
1243 rw_enter(&sctp_ipif->sctp_ipif_lock, RWWR TER);
1244 sctp_ipif->sctp_ipif_zoneid = ipif->ipif_zoneid;
1245 sctp_ipif->sctp_ipif_flags = ipif->ipif_flags;
1246 rw_exit(&sctp_Ipif->sctp_ipif_I|ock);
1248 br eak;
1250 case SCTP_I| PI F_DOWN:
1252 rw_downgr ade( &sct ps->sct ps_g_i pi fs_I ock);
1253 rw_enter(&ctp_ipif->sctp_ipif_|lock, RWWRI TER);
1254 sctp_ipif->sctp_ipif_state = SCTP_I Pl FS_DOWN,
1255 sctp_ipif->sctp_ipif_flags = ipif->ipif_flags;
1256 rw_exit(&sctp_ipif->sctp_ipif_|lock);
1258 br eak;
1259 1
1260 rw_exit(&sctps->sctps_g_ipif s I ock) ;
1261 rw_exit(&sctps->sctps_g_ills_Tock);
1262 }
__unchanged_portion_onitted_
2013 static void
2014 sctp_free_ipifs(sctp_stack_t *sctps)
2015 {
2016 int [
2017 int I
2018 sctp_ipif_t *sctp_ipif;
2019 sctp_ill_t *sctp_ill;
2021 if (sctps->sctps_g_ipifs_count == 0)
2022 return;
2024 for (i = 0; i < SCTP_|IPIF_HASH, i++) {
2025 sctp_ipif = list_tail (&sctps->sctps_g_ipifs[i].sctp_ | pif_list);
2026 for (I =0; | < sctps->sctps_g_ipifs[i].ipif_count; |++) 1
2027 sctp_ill = sctp_ipif->sctp_ipif_ill;
2029 l'ist_renpve(&sctps->sctps_g_ipifs[i].sctp_ipif_list,
2030 sctp_ipif);
2031 sctps->sctps_g_ipifs_count--;
2032 atom c_dec_32(&sctp_ill->sctp_ill _ipifcnt);
2032 (void) atom c_dec_32_nv(&sctp_ill->sctp_ill_ipifcnt);
2033 knEmfree(sctp ipif, sizeof (sctp_ipif_t));
2034 sctp_ipif =
2035 Iist ta| | (&sctps->sctps_g_ipifs[i].sctp_ipif_list);
2036 }
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2037 sctps->sctps_g_ipifs[i].ipif_count = 0;
2038 }

2039 ASSERT(sct ps->sctps_g_i pi fs_count == 0);

2040 }

____unchanged_portion_onitted_
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LR R R R EEEEEREREREREEEEEEEEEEEEEEEEREEEREREREEEEEEEEEESES] 1160 Iport_>| port rp Slots[rp_>rp handl e] = |rp,
82534 Mon Jul 28 07:45:22 2014 1161 atom c_or_32(& rp->irp_flags, | RP_HANDLE_OPENED);
new usr/src/uts/ comon/io/ constar/port/fct/discovery.c 1162
5047 don’t use atomic_*_nv if you discard the return val ue 1163 atomi c_i nc_64(& port->i port_|ast_change);
R R R R R R R 1163 (VOi d) at om C_i nc_64_nv(&1’ port—>i port_l ast_change);
__unchanged_portion_onitted_ 1164 fct_log_renpte_port_event (port, ESC SUNFC TARGET_AI
1165 rp->rp_pwwn, rp->rp_id);
1101 fct_status_t
1102 fct_register_renote_port(fct_local _port_t *port, fct_renote_port_t *rp, 1167 regi ster_rp_done:;
1103 fct_cnd_t *cnd) 1168 rw_exit(& rp->irp_l ock);
1104 { 1169 rw_exit(& port->iport_|ock);
1105 fct_status_t ret; 1170 return (FCT_SUCCESS);
1106 fct_i _local _port_t *iport;
1107 fct_i _renote_port _t *| rp; 1172 hba_fatal _err:;
1108 int 1173 rw_exit(& rp->irp_|lock);
1109 char | nf o[ FCT_I NFO_LEN] ; 1174 rw_exit (& port->iport_|ock);
1175 /*
1111 |port = (fct_i_local port t *)port->port_fct_private; 1176 * XXX Throw HBA fatal error event
1112 irp = (fct_i renote_port_t *)rp->rp_fct_private; 1177 */
1178 (void) fct_port_shutdown(iport->iport_port,
1114 if ((ret = port->port_register_renpte_port(port, rp, cnd)) != 1179 STMF_RFLAG FATAL_ERROR | STMF_RFLAG | RESET info);
1115 FCT_SUCCESS) 1180 return (FCT_FAI LURE);
1116 return (ret); 1181 }
1118 rw_enter (& port->iport_|ock, RWWRI TER); 1183 fct_status_t
1119 rw_enter (& rp->irp_lock, RWWR TER); 1184 fct_deregi ster_renote_port(fct_local _port_t *port, fct_renote_port_t *rp)
1120 if (rp->rp_handle !'= FCT_HANDLE_NONE) { 1185 {
1121 if (rp->rp_handl e >= port->port_max_I| ogi ns) { 1186 fct_status_t ret = FCT_SUCCESS;
1122 (v0|d) snprintf(info, si zeof (info), 1187 fct_i _local _port_t *iport = PORT_TO_ | PORT(port);
1123 "fct_register_renote_port: FCA " 1188 fct_i _renote_port _t *irp = RP_TO.IRP(rp);
1124 “returned a handle (%) for portid 9% which is "
1125 "out of range (nmax logins = %)", rp->rp_handle, 1190 if (irp->irp_snn) {
1126 rp->rp_id, port->port_max Iog| ns) 1191 kmem free(irp- >|rp snn, strlien(irp->irp_snn) + 1);
1127 goto hba_ fatal _err; 1192 irp->irp_snn = NULL
1128 } 1193 }
1129 i1f ((iport->iport_rp_slots[rp->rp_handle] != NULL) && 1194 if (irp- >|rp spn) {
1130 (iport->iport_rp_slots[rp->rp_handle] !=irp)) { 1195 mem free(irp->irp_spn, strien(irp->irp_spn) + 1);
1131 fct_i _rempte_port_t *t_irp = 1196 |rp >irp_spn = NULL;
1132 i port->iport_rp_slots[rp->rp_handle]; 1197 }
1133 (void) snprintf(info, sizeof (info),
1134 "fct_register_renote_port: " 1199 if ((ret = port->port_deregister_renote_port(port, rp)) !=
1135 "FCA returned a handle % for portid % " 1200 FCT_SUCCESS) {
1136 "v\hich was al ready in use for a different " 1201 return (ret);
1137 port id (%)", rp->rp_handle, rp->rp_id, 1202 }
1138 _irp- >|rprp >rp_id);
1139 goto hba_fatal _err; 1204 if (irp->irp_flags & | RP_HANDLE OPENED) {
1140 } 1205 atom c_and_32(& rp->irp_flags, ~I RP_HANDLE OPENED);
1141 } else { 1206 i port->iport_rp_slots[rp->rp_handl e] = NULL;
1142 /* Pick a handle for this port */ 1207
1143 for (i =0; i < port->port_max_|logins; i++) { 1208 atomi c_i nc_64(& port->i port_|ast_change);
1144 if (iport->iport_rp_slots[i] == NULL) { 1208 (void) atom c_inc_64_nv(& port->iport_|ast_change);
1145 br eak; 1209 fct_log_renpte_port_event (port, ESC SUNFC_TARGET_REMOVE,
1146 } 1210 rp->rp_pwawn, rp->rp_id);
1147 }
1148 if (i == port->port_max_| ogins) { 1212 return (FCT_SUCCESS);
1149 /* This is really pushing it. */ 1213 }
1150 (void) snprintf(info, sizeof (info), __unchanged_portion_onitted_
1151 "fct_register_renote_port "
1152 "Cannot register pOI"[I d % because all the "
1153 "handl es are used up", rp->rp_id);
1154 goto hba_fatal _err;
1155 }
1156 rp->rp_handle =i
1157 1
1158 /* By this time rport_handle is valid */
1159 if ((irp->irp_flags & | RP_HANDLE_OPENED) == 0) {
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LR R R R EEEEEREREREREEEEEEEEEEEEEEEEREEEREREREEEEEEEEEESES]
44824 Mon Jul 28 07:45:23 2014

new usr/src/uts/comon/io/trill.c

5047 don’t use atomic_*_nv if you discard the return val ue
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__unchanged_portion_onitted_

1109 static void

1110 trill_node_unref(trill_inst_t *tip, trill_node_t *tnp)

1111 {

1112 if (atom c_dec_uint_nv(&np->tn_refs) == 0) {

1113 if (tnp->tn_tsp !'= NULL)

1114 trill_sock_unref(tnp->tn_tsp);

1115 trill_node_free(tnp);

1116 atom c_dec_uint (&1 p->ti_nodecount);

1116 (void) atom c_dec_uint_nv(&ip->ti_nodecount);
1117 }

1118 }

__unchanged_portion_onitted_
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R R R R

48144 Mon Jul 28 07:45:23 2014
new usr/src/uts/i86pc/os/cm _hw c
5047 don’t use atomc_*_nv if you discard the return val ue
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__unchanged_portion_onitted_

1417 void

1418 cm _hdl _rel e(cm _hdl _t ophdl)

1419 {

1420 cmi_hdl _inpl _t *hdl = | MPLHDL( ophdl);

1422 ASSERT(*hdl ->cm h_refcntp > 0);

1423 atom c_dec_32( hdl ->cni h_refcntp);

1423 (void) atomi c_dec_32_nv(hdl->cm h_refcntp);

1424 }

1426 void

1427 cm _hdl _destroy(cm _hdl _t ophdl)

1428 {

1429 cmi _hdl _inpl _t *hdl = | MPLHDL( ophdl);

1430 cm _hdl _ent _t *ent;

1432 /* Rel ease the reference count held by cm _hdl _create(). */
1433 ASSERT(*hdl ->cmi h_refcntp > 0);

1434 at om c_dec_32( hdl ->cni h_refcntp);

1434 (void) atom c_dec_32_nv(hdl->cm h_refcntp);

1435 hdl ->cni h_fl ags | = CM H_F_DEAD;

1437 ent = cm _hdl _ent _I ookup(hdl ->cm h_chi pid, hdl->cm h_coreid,
1438 hdl - >cm h_strandi d);

1439 /*

1440 * Use busy polling instead of condition variable here because
1441 * cmi_hdl _rele() may be called from #MC handl er.
1442 */

1443 while (cm _hdl _canref(ent)) {

1444 cm _hdl _rel e(ophdl);

1445 del ay(1);

1446 1

1447 ent->crmae_hdl p = NULL;

1449 kmem free(hdl, sizeof (*hdl));

1450 }

__unchanged_portion_onitted_




